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Summary of the Project    
The overarching objective of PARTICIPATION is to identify future perspectives and trends of polarisation, 

extremism and radicalisation as well as the social composition of the group at risk in Europe by a 

participatory and provisional methodological strategy, that permits to co-create with social actors, 

stakeholders and policy-makers effective strategies for prevention. So, the specific objectives of 

PARTICIPATION are: 

1. Multidimensional modeling to understand current and future trends of extremism, polarisation 

and radicalisation: to develop a holistic multidimensional model based on participatory fieldwork and 

mixed-method approaches, in order to better understand the different drivers of violent radical 

ideologies, how these are organized in different pathways and, complementary to that, which 

mechanisms, factors and strategies contribute to support non-radical attitudes and behaviours, 

nowadays and in the future. 

Sub-objective (a): targets: analysing and discussing, using a strategy based on the principles of action 

research involving young people in different parts of Europe, the socio-psychological mechanisms, such 

as social marginalization, alienation and polarization, that lead to radicalisation, with a special focus on 

gender, sexuality and regional differences. 

These objectives will be achieved by milestones M2 (“requirement of analysis and methodologies”) 

[month 6], and by M6 (“Models on radicalisation and extremism”) [month 35]. 

2. Communication dynamics: to develop an analysis of extremism, polarisation and radicalisation on-

line dynamics by ICT tools (as semantic analysis) and to co-create with the involvement of civil society 

strategies to contrast and preventing these phenomena. This goal will be achieved by milestone M3 

(“Communication analysis”) [month 9] and D.4.5. (“ Analysing different communication strategies against 

extremism and radicalisation”) [month 25], D.4.6. (“Projecting counter-narrative campaigns involving 

young people”) [month 33], D.4.7 (“Methodological tools for evaluating counter-narrative campaigns and 

validation”) [month 35]. 

3. Co-creation: field-work to analyse and to generate with the involvement of the social actors in different 

social spheres, strategies of contrasting polarisation, extremism and radicalisation. Thus, the research 

processes supporting the achievement of the following sub-objectives: 

Sub-objective (b): Resilience: developing communicative tools, education approaches and community-

based strategies, with the involvement and cooperation of practitioners, stakeholders and young people 

(with particular attention to gender balance), in order to improve the resilience of the communities and 

people at risk. 
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Sub-objective (c): Empowerment: to improve the awareness of young people and communities as well as 

the society at a whole, toward the risks of extremism, hate discourses and radical ideologies, contrasting 

the processes of marginalization, self-marginalization and alienation of ethnic, religious, gender and 

sexualities minorities. 

4. Tools: to develop methodologies and policies recommendations for improving the action of policy-

makers also on the basis of the previous field-work. 

Sub-objective (d): Methodologies for supporting decision-makers: to realize databases and a systematic 

set of indexes and early-warnings, based on previous holistic multidimensional model and fieldworks as 

well as a testing phase on its practical usability involving decision-makers, in order to support them in 

decisions, improving effectiveness and social acceptability. 

Sub-objective (e): Policies recommendations: developing a set of policies recommendations with the 

participation of stakeholders, policy-makers and targets, in order to optimize strategies and interventions 

against extremism, hate cultures and radicalisation, at micro, meso and macro-level of the governance 

process. 
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Executive summary 
 
This deliverable describes the efforts of the PARTICIPATION project towards the methods for detecting and 
monitoring radicalism and extremism in social media, in order to evaluate the effectiveness of counter-narrative 
campaigns, as well as the software tools and services developed for these purposes. The advancements done 
in this regard are in line with Work Package 4, which among its main objectives we can find the development 
of information and communication technology tools for providing effective and automated ways to monitor and 
evaluate counter-narrative campaigns. Thus, the developed software is operated through an intelligent engine 
that captures, analyzes, enriches, stores and contextualizes social network interactions that express radical or 
extremist content. 
 
For this end, a large number of previous works that address the automatic identification of extremism drivers 
have been studied, putting the focus on how these can be used to monitor radicalization and other campaigns. 
In the light of such a study, this report describes how the gained insights are transformed into the definition of 
several analysis processes that enrich and contextualize the captured data. The development intelligent en-
gine follows open linked data conventions to model and process all its internal representations. To do this, this 
document illustrates the definition of several vocabularies and taxonomies that are used to model the data. 
The use of this type of representations offers a common and accessible framework to capture, share, and 
process the data produces by the intelligent engine. 

 
In regard to the analyses performed by the intelligent engine, both the Linguistic Inquiry and Word Count (LIWC) and 
the Moral Foundations Theory (MFT) are exploited, offering additional knowledge with which the captured data is en-
riched. After adding these psychological drivers and measures, the captures messages can be further analyzed, consid-
ering vital contextual information such as elicited emotions, personal drivers, and moral values from the text. 
 
To encompass all mentioned analyses automatically in a way that can be useful for external users, a pipeline-based 
architecture has been defined that separates the different steps through a multi-step process. This system is developed 
following the semantic web framework, with the focus on usability, extensibility, and compatibility. The developed sys-
tem stores all captured and analyzed data in two different databases, and additionally offers a visualization tool that 
offers a wide range of visualization and summary modules of the data. This web tool allows users to navigate the dataset 
in a simple manner, which undoubtedly is useful for monitoring trends and different phenomena in radical and extremist 
contexts. 
 
The results of the Task 4.2 will be used in Task 4.3 to strengthen the analysis of on-line extremist recruitment and 
propaganda.   
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1 Introduction 
 

This deliverable describes the development of the intelligent engine in task T4.2. The purpose of the intelligent 

engine is to provide an automatic analysis of textual content to understand better and monitor the radicalization 

process. The tool provides a data-driven complementary perspective of the work developed in WP2 and T4.1, 

where a mixed methods research methodology has been carried out to provide insights about the pathways 

of extremism and radicalization.                                                                                            

Thus, the Participation intelligent engine aims at providing an updated overview of radicalization trends. 

Moreover, it can also be used for monitoring and evaluating counter-narrative campaigns. Consequently, our 

design decisions have taken into account this required flexibility to adapt the tool to different data sources and 

usages.     

The rest of the deliverable is organized as follows. Section 2 introduces the relationship between radicalization 

drivers, signals, and actionable dashboards. The purpose of this section is to analyze how the drivers identified 

in WP2 can be effectively measured in text. For this purpose, we review research works that have identified 

metrics from the social context for this purpose. In addition, our aim is to detect suitable language resources 

for developing the monitoring system.                                                                            

Section 3 describes the methods for capturing, analyzing, and representing the intelligent engine’s data. To 

this end, the data sources are analyzed and selected, as described in Section 3.1. In the intelligent engine, the 

data is captured, contextualized, and enriched. The linguistic analysis processes that analyze the text are 

thoroughly described in Section 3.2. In order to represent the obtained data and its corresponding analyses, 

several efforts have been made to generate a semantic representation that can be used to reason with said 

data. The semantic modeling of the data, which follows open-linked data conventions, is described in Section 

3.3.                                                          

Following, Section 4 describes the full intelligent engine. The engine is organized following a pipeline that 

processes data sequentially, finishing with a complete representation that can be later visualized. The 

description starts with Section 4.1, which presents the general architecture, detailing the functionality of each 

module. Next, the whole engine’s architecture is described in detail: the orchestrator that manages the data 

flow and interactions among modules (Sect. 4.2); the data ingestion module that obtains data and feeds it to 

the rest of the system (Sect. 4.3); the pre-processing module (Sect 4.4); the processing and analysis module 

(Sect. 4.5); the storage module (Sect. 4.6), and the visualization platform (Sect. 4.7), which provides a 

comprehensive visualization and querying tool for users.                                      

The developed intelligent engine offers a complete tool to capture, analyze, store, and visualize data on 

radicalization. To demonstrate its use, Section 5 presents a case study, showing the use of the tool and how 

to obtain insights into the data. In this way, the possibilities for composing semantic queries are shown in 

Section 5.1. As the main component, the visualization is achieved through the developed dashboard. The 

complete set of graphs and filters in the visualization dashboard are described in Section 5.2. To finalize the 

section, the document presents several statistics and insights obtained from the data in Section 5.3.   

Finally, Section 6 presents the deliverables conclusions. 
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2 Background 
 

The purpose of this section is to present the main works that have been researched on the automatic 

identification of drivers of extremism and how these aspects can be used to monitor radicalization and 

campaigns. 

 

2.1 From Radicalization pathways to radicalization drivers 
 

Based on the expertise of the H2020 Trivalent project (Trivalent, 2020), the project Participation has developed 

a multi-dimensional complex model with the aim of understanding radicalization and identifying new trends in 

WP2. The project has analyzed four typologies of violent extremism: far-right, far-left, separatist, and religious 

extremism. In the following, we provide an overview of the drivers of radicalization and violent extremism 

identified in WP2. We refer the interested reader to the deliverable D2.1 (Marinone et al., 2021) for a more 

detailed discussion of the methodology and findings.         

A common practice in Social Sciences is to analyze social processes from micro, meso, and macro-level 

perspectives (Serpa & Ferreira, 2019). This approach has been followed by (Marinone et al., 2021) to analyze 

radicalization drivers. In addition, this study pays specific attention to gender and youth perspectives, as shown 

in Table 1. The identified micro-level drivers are related to socio-psychological characteristics of the individuals, 

such as education, deprivation, victimization, identity crisis, traumatic experiences, and the influence of social 

and family relationships. Regarding the meso perspective, the drivers come mainly from group dynamics and 

membership, as well as the perceived threats and radicalization narratives. Finally, the macro perspective 

includes political, socio-economic, and cultural factors that lead to social exclusion and marginality.  

 

2.2 From radicalization drivers to radicalization signals 
 

Social signals (Poggi & D’Errico, 2011) are “communicative or informative signals which, either directly or 

indirectly, provide information about social facts, that is, about social interactions, social attitudes, social rela-

tions and social emotions”. Humans produce social signals in diverse modalities (Poggi & D’Errico, 2011), such 

as words, acoustic features, gestures, posture, head movements, facial expression, gaze, proxemics, touch, 

physical contact, and spatial behavior.   

 

In this work, we are interested specifically in social signals, which can be derived from the texts posted in social 

networks as well as from the social interactions (e.g., reply, retweet, like, and so on). This is known as the 

social context, which is defined as “the collection of users, content, relations, and interactions which describe 

the environment in which social activity takes place.” (Sánchez-Rada & Iglesias, 2019). This definition is 

formalized as follows: 

 

𝑆𝑜𝑐𝑖𝑎𝑙𝐶𝑜𝑛𝑡𝑒𝑥𝑡(𝜏) = ⟨𝐶, 𝑈, 𝑅, 𝐼⟩(𝜏) = ⟨𝐶(𝜏), 𝑈(𝜏), 𝑅(𝜏), 𝐼(𝜏)⟩ 
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Table 1: Overview of radicalization drivers classified by typology and analysis level (Marinone 

et al., 2021) 

At any point in time τ: C(τ ) is the set of the content generated by these users; U(τ ) is the set of users; I(τ ) is 

the set of interactions between users, and of users with content; R(τ ) is the set of relations between users, 

between pieces of content, and between users and content.       The 

work proposes a taxonomy for classifying the different computational techniques following the micro, meso 

and macro perspectives, as follows.  

 

• Contextless: The approaches in this category do not use social context, and they rely solely on 

textual features. 

 

• Micro: These approaches exploit the relation of content to its author(s) and may include other 

content by the same author. For instance, they may use the sentiment of previous posts (Aisopos 

et al., 2012) or other personal information such as gender and age to use a language model that 

better fits the user (Volkova et al., 2013). 

 

Type Micro Meso Macro Gender Youth 

Religious Identity crisis 

 

Socio-

psychological 

Other 

traumatic 

factors 

Group 

membership 

and dynamicas 

Radicalizings 

narratives 

Political 

 

Socioeconomical  

Cultural 

Motivation 

towards 

marriage 

Gender-based 

discrimination 

Female 

traumatic 

experiences 

Teen identity 

crisis 

Far-right Psychological 

(family and 

interpersonal 

relationship) 

Education 

Identity (e.g., 

cloting) social 

reñationships 

Group 

dynamics (e.g., 

binary 

thinking, 

militancy, 

family 

structure)  

Perceived 

threats 

Social exclusion 

and marginality 

Economic and 

cultural 

exclusion 

Civil injustice 

Incels Unemployment 

Frustation 

Empowerment. 

status 

Far-left Deprivation 

Victimization 

Antifascism, 

intellectualism, 

corrupt elites 

need to belong 

to a group 

Identity issues   

Separatism Identity Radical 

mentors 
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• Meso: In this category, the elements from the micro category are used together with relations and 

interactions between users. This information can be used for improving the classifying, using tech-

niques such as label propagation (Speriosu et al., 2011). 

 

• Macro: At this level, information from other sources outside the social network is incorporated. For 

instance, Li et al. (2012) use public opposition of political candidates in combination with social 

theories to improve sentiment classification. Another example of external information is facts such 

as the population of a country, or current government, which can be combined with geo-location 

information in social media content. A more complex example would be events in the real world 

or in other types of media, such as television, which can be analyzed in combination with social 

media activity (Heo et al., 2016). 

 

When it comes to detecting radicalization signals in texts posted on social networks, a relevant number of 

works have been focused on the analysis, detection, and prediction of radicalization (Correa & Sureka, 2013; 

Fernandez et al., 2018). Online radicalization analysis aims at improving security agencies’ decision processes 

by providing insights about the network structure (e.g., leaders and communities) and the posted contents 

(e.g., authorship identification and stylometric and affect analysis) (Correa & Sureka, 2013). Detection works 

(Saif et al., 2017) focus on detecting radicalization activity. As presented before, these works can be classified 

into contextless, micro, meso, or macro, depending on the analyzed social context. For example, Nouh et al. 

(2019) aim at classifying tweets as Islamic State of Iraq and Syria (ISIS) supporters or not. For this purpose, 

they combine micro and macro analysis using textual and social network features. The microanalysis consists 

of stylistic signals (extracted from the Dabiq magazine) and psychological, personality and emotional signals, 

extracted with the Linguistic Inquiry and Word Count (LIWC) (Tausczik & Pennebaker, 2010) dictionary. Re-

garding the meso analysis, they evaluate user activity, followers/following ratio, and the influence of users 

extracted from the mention interaction graph. Fernandez et al. (2018) propose to analyze the three roots of 

radicalization (micro, meso, and macro) to understand the radicalization pathway. They characterize the micro 

and meso levels as the posts created and shared by users, respectively. Regarding the macro level, they 

analyze the shared web addresses in the posts. They propose the compute the influence of each level by 

calculating the similarity of these posts (created or shared) with lexicons of radical language. Magdy et al. 

(2016) analyze ISIS supporters antecedents. In particular, they use a macro analysis to detect temporal pat-

terns in the opposition and support and its linked to major news. Finally, Araque & Iglesias (2020) concluded 

that emotion signals are effective for characterizing radical language. 

  

Nevertheless, most works address analysis, detection, and prediction as a binary classification task that clas-

sifies individuals into radicals and not radicals. Instead, in this work, we are interested in identifying radicaliza-

tion factors.             

 

Van Brunt et al. (2017) suggest that radicalism and extremism can be considered as a continuum. Based on 

the research desk, they provide a taxonomy of risk, protective, and mobilization factors. Risk factors are 

thoughts or behaviors that have been present in radicalization pathways. Most of them are considered as 

radicalization drivers, such as hardened points of view, marginalization and perceived discrimination, and con-

nection to extremists. In contrast, protective factors are those that reduce the impact of risk factors and should 

be targeted at counter-radicalization policies. They include factors such as social connection, pluralistic inclu-

sivity, resilience, emotional stability, and professional engagement.      Finally, mobilization factors are those 

present when an individual transition from a planned radicalization towards implementation. Some of these 

factors are a direct threat, escalation to action, increased group pressure, and leakage.  

  

Several models have been defined to describe, identify and counter the pathway to violent extremism (Rose, 

2019), such as the Pathway to Violence Model (Simons & Meloy, 2017) and the Warning Behaviors Model 

(Meloy, 2016).  
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The Pathway to Violence Model was developed by the United States Secret Service (USSS) through the anal-

ysis of assassins and school shooters. The model proposes six stages in the radicalization process: grievance, 

ideation, research and planning, preparation, breach, and attack. Some works (Hamlett, 2017; Knoll, 2010) 

have applied psycholinguistic analysis of mass shooters communications to identify recurrent topics of nihilism, 

ego survival, revenge fantasy, alienation, entitlement, and envy. 

 

The Warning Behaviors Model was developed by the Federal Bureau of Investigation (FBI) as a pattern of 

conduct (warning behaviors) that can help law enforcement agencies to focus their investigation. The model 

includes eight behaviors, namely pathway, fixation, identification, novel aggression, energy bust, leakage, last 

resort, and directly communicated threat. From these behaviors, the application of linguistic analysis has been 

successful in the identification of leakage, fixation, and identification warning behaviors (Cohen et al., 2014; 

Grover & Mark, 2019). Leakage is the communication to a third party to do harm to a target, including the 

planning, research, or implementation of an attack (Meloy, 2016; Cohen et al., 2014). Fixation is any behavior 

that indicates someone’s increasing preoccupation with a person or cause and is usually accompanied by 

deterioration in relationships or occupational performance Meloy (2016). Identification is the psychological de-

sire to be a “pseudo command” or have a “warrior mentality”. This includes associations with weapons and 

military paraphernalia, as well as identification with previous attackers or assassins.  

 

Cohen et al. (2014) identify linguistic markers for these warning behaviors. In particular, they propose the use 

of a dictionary of violent words expanded with Wordnet (Miller, 1995) for terms such as massacre for detecting 

leakage. Instead, for fixation, they propose to identify the targets of this fixation, calculating the relative fre-

quency of entities in the text. Finally, for identification, they propose to identify positive adjectives when men-

tioning in-group and negative emotions when mentioning out-group, using software such as LIWC (Tausczik 

& Pennebaker, 2010). Grover & Mark (2019) analyze the alt-right political movement in the social network 

Reddit. This ideological movement is a far-right group concerned with the preservation of the white identity. 

They propose three signals for identifying fixation: increasing perseveration on the person or cause, increasing 

negative account of object fixation, and increasing strident opinion and angry emotional undertone. The first 

signal is identified using term frequency and term frequency-inverse document frequency (TF-IDF) to identify 

the main topics discussed in the forums (i.e., WhiteEthno, JewOrBlack, OtherRacial, and RacialSlang). As a 

result, they create a dictionary of terms associated with racial words. For the second and third signals, they 

analyze the presence of negative emotions, anger, sadness, anxiety, the emotional tone, as well as the texts 

classified as hate speech or offensive language. For this purpose, they use the LIWC (Tausczik & Pennebaker, 

2010) dictionary and the software HateSonar (Nakayama, 2020). Finally, they propose to characterize the 

warning behavior group identification with the proportion of first-person plural words, third-person plural words, 

and the ratio of the proportion of first-person plural and third-person plural words to first-person singular words. 

              

The same categories proposed by Grover et al. are analyzed by Torregrosa, Panizo-Lledot, et al. (2020) to 

analyze the alt-right far-right political group in Twitter. In this case, they propose a meso analysis based on 

social network metrics to study whether there are correlations between centrality measures and linguistic anal-

ysis. They conclude that user relevance is related to linguistic patterns of extremist discourse. Moreover, super-

spreader users use more words related to far-right dictionaries. This work uses the LIWC (Tausczik & Penne-

baker, 2010) dictionary and the software Vader Hutto & Gilbert (2014) for analyzing linguistic properties and 

tone. 
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Type 

Drivers & 

Factors Signal Data resource References 

Micro Warning 

behaviors 

Linguistic 

markers, entity 

recognition, 

emotions, hate 

speech, offensive 

language 

Violent term 

dictionary, 

lexical 

databases (e.g., 

WordNet), LIWC, 

HateSonar 

Lone wolf (Cohen et al. 

(2014)) Farright (Grover & 

Mark (2019)) 

Micro Identity crisis, 

grievance 

Negative 

emotions 

LIWC and MFT Religious (Smith et al. 

(2020)), Separatist (Smith et 

al. (2020)) 

Micro Social 

psychological 

factors 

Expression of 

linguistic 

dimensions (e.g., 

pronouns), 

personal concerns 

(e.g., death), 

cognitive processs 

(e.g., certainty), 

and affective 

processes (e.g., 

anger) 

LIWC Religious (Torregrosa, 

Thorburn, et al. (2020)) 

Micro Emotional 

drivers 

Extreme opinions ExtremeSentiLex Religious (Pais et al. (2020)) 

Micro Frustration, 

introversion, 

discrimination, 

identity 

Linguistic markers – Religious (Lara-Cabrera et 

al. (2017)) 

Micro Grievance Lingustic markers Grievance 

dictionary 

Lone wolf and others (van 

der Vegt et al. (2021)) 

Micro Psychological 

factors 

Psychological 

indicators, Moral 

values 

LIWC, MFT Political(Alizadeh et al. 

(2019)) 

Meso Group 

membership 

Use of jargon or 

vernacular 

Daesh 

vernacular 

dictionary 

Religious (Smith et al. 

(2020)) 

Meso Group 

dynamics 

Social context 

(sequential 

accounts, 

Twitter Religious (Smith et al. 

(2020)) 
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Table 2: : Summary of literature survey regarding the use of language signals for    monitoring 

radicalization 

  

Smith et al. (2020) research on the detection of psychological within-person changes through mobilizing 

interactions in social media. For this purpose, they conducted a pilot with a sample of Hong Kong residents 

during the violent protests of 2019. The detection of mobilizing interactions was based on the analysis of short 

texts written by the participants describing the political situation with the aim of detecting collective action 

intentions (e.g., “I intend to encourage the family to sign a petition to stand up for the cause”). The driver of 

this radicalization is a socially grounded grievance that urges to change the unjust situation via collective 

action. To detect this grievance feeling, the authors detect emotional reactions. In particular, they used the 

LIWC dictionary (Tausczik & Pennebaker, 2010) for detecting anger and the Moral Founfations Theory (MFT) 

(Graham et al., 2009) dictionary for detecting harm. Their results conclude that communication including harm, 

threat, anger was mobilizing and increased support for undertaking collective actions. Based on these results, 

they run the main study to research on engaging online interactions in Twitter for supporting the extremist 

group Daesh. They detect 65 features associated with expressing support for Daesh. In addition to the use of 

LIWC and MFT, they use a vernacular Daesh dictionary since the use of ingroup jargon is a relevant sign of 

group identity. In order to understand the radicalization process whose signal is within-person changes in 

linguistic style, they carry out a meso analysis that considers aspects such as the number of sequential LIWC 

accounts, followers and followed). They conclude that there are changes in the linguistic style and vernacular 

word use are associated with engaging in mobilizing interactions. This enables the detection of radicalization 

processes. Nevertheless, they do not disclose the feature set or annotated datasets with narratives for ethical 

reasons since there is not yet a gold standard to evaluate its generality.                

Torregrosa, Thorburn, et al. (2020) analyze the difference in the language used between pro-ISIS users and 

random users. Their findings are that ISIS supporters use more third-person plural pronouns and fewer first 

and second-person pronouns. In addition, they use more words related to death, certainty, and anger. They 

use the LIWC (Tausczik & Pennebaker, 2010) dictionary.            

Alizadeh et al. (2019) propose to analyze if there exist psychological and moral variables that correlate with 

political orientation and extremity. For this purpose, they analyze Twitter accounts of both neo-nazis ideologies 

as right-wing extremists and Antifa as left-wing extremists. Their study includes a validation of the LIWC 

(Tausczik & Pennebaker, 2010) and MFT (Graham et al., 2009) dictionaries for extremist-written tweets. Their 

conclusion is that left-wing extremists express the least language indicative of anxiety between the four political 

groups (liberals, conservatives, left-extremists, and right-extremists). In addition, right-wing extremists express 

more positive emotions and less negative emotions than left-wing extremists. With regards to the MFT, right-

wing extremists use a language more indicative of obedience to authority and purity, and less language 

indicative of fairness and harm avoidance than left-wing extremists.                           

Lara-Cabrera et al. (2017) propose the identification of several vulnerability factors based on text analysis. 

They analyze two personality factors, frustration and introversion, and three attitudes and beliefs towards the 

Muslim religion and Western society. The detection of frustration is based on the use of swear words and 

sentences with a negative connotation. Regarding introversion, the proposal is to leverage the sentence length 

and the use of ellipses. Finally, they use a set of keywords to count the perception of being discriminated for 

being Muslim, negative opinions about Western society, and positive ideas about jihadism.   

followers, 

followed) 
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Several recent language resources provide new possibilities for understanding better extremist language. The 

Grievance Dictionary van der Vegt et al. (2021) is a psycholinguistic dictionary for grievance-fueled threat 

assessment. The dictionary defines the following categories: planning, violence, weaponry, help-seeking, hate, 

frustration, suicide, threat, grievance, fixation, desperation, deadline, murder, relationship, loneliness, 

surveillance, soldier, honor, impostor, jealousy, god, and paranoia. Most categories are correlated to related 

LIWC categories as expected. ExtremeSentiLex Pais et al. (2020) is a lexicon to detect extreme sentiments 

based on SentiWordNet Baccianella et al. (2010) and SenticNet Cambria et al. (2020). It has detected 29% 

and 33% of extreme positive posts in the extremist religious forums Ansar1 Artificial Intelligence Lab (2010) 

and TurnToIslam Artificial Intelligence Lab (2013), respectively, in contrast with only 2% and 4% of extreme 

negative posts. 

2.3 From radicalization signals to actionable dashboards 
 

While radicalization signals are effective for understanding radicalization better and its use in surveillance 

tasks, data processing is not enough. Visualization techniques Wahyuningsih (2020) allow humans to search 

for patterns more effectively. In addition, visualization techniques can be an excellent tool for dissemination 

and awareness.                       

Several works have been particularly relevant for the monitoring of hate speech. Contro l’odio Capozzi et al. 

(2020) is a web platform for monitoring discrimination and hate speech again immigrants in Italy. It provides 

the results of linguistic analysis in interactive maps and has been used in educational courses for high school 

students and citizens with the aim of the deconstruction of negative stereotypes. HateMeter Di Nicola et al. 

(2020) is a European project for monitoring, analyzing, and fight anti-Muslim hatred online. It has been used 

for helping NGOs and social science research to analyze and prevent hate speech use Laurent (2020).   

Regarding the linguistic analysis of radicalism, the project Trivalent H2020 Trivalent (2020) developed a 

dashboard with the aim of monitoring social media targeted at Law Enforcement Agencies. In the same way, 

Beheshti et al. (2020) develop a dashboard to enable social network analysts to understand patterns of 

behavioral disorders over time. 
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3 Methods 
 

This section describes the different methods and techniques utilized in the project to capture and process data. 

The goal is to obtain data from social media, identify political messages that could be considered radical and 

analyze them to extract useful information which gives insight into the feelings and motivations of the people 

spreading such messages. First, the source of data and the capturing methodology are explained in detail. 

Then, the Natural Language Processing (NLP) technologies used for text processing and analysis are 

introduced. Finally, the Linked Data concepts and vocabularies employed to semantically model the data are 

summarized. 

 

3.1 Data source selection 
 

When selecting data sources for the intelligent engine, it is necessary to take into account that the captured 

information must be categorized according to the addressed ideologies and narratives. In this way, a 

comparison between the languages used by members of different political groups can be conveyed. Once the 

data has been separated by ideology, it is important to separate the texts which are supporting it, fighting 

against it, or providing an alternative point of view. These are the different narratives a text can be associated 

with.              

Previous works describe the use of these narratives and their impact in preventing radicalization (Ranstorp et 

al., 2016; Network, 2015; Upal, 2015). Since it is common for extremist groups to disseminate their ideas and 

reach new recruits on social media, civilians and institutions have responded by delivering facts and opinions 

contradicting their views.  

In light of this, the data used for the intelligent engine is obtained from Twitter (Twitter, 2021), a social network 

where users can write 280 characters long messages, known as tweets. Tweets can include keywords called 

hashtags which help to classify them thematically. Such characteristic makes Twitter suitable for our goals, as 

hashtags can be used to find tweets supporting the target ideologies and narratives. Other interesting attributes 

that can be found on a tweet, besides the text of the post itself, are the creation time and date, the author 

profile, the language of the text, and the location from where it was posted. Our intelligent engine makes use 

of all this information, enriching and contextualizing the information. 

As stated before, hashtags can be used to determine if a tweet is making reference to a certain political 

ideology. Four different ideologies are targeted in this project: religious, separatism, far right, and far left. Each 

of these ideologies admits three possible narratives: pro, counter, and alternative.     
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For extracting Twitter messages, we use a list of hashtags that allow us to categorize them. Thus, the 

presented intelligent engine captures tweets from the various ideologies and narratives in several languages: 

English and German. To compile this list of hashtags, we leverage the study presented in Deliverable 4.1, as 

well as the input of the rest of the partners participating in WP4. Besides, as part of this task, we have also 

added a number of hashtags to the selection, attending to previous works in the literature. The lists of hashtags 

are displayed in Table 3 and Table 4 for English and German, respectively. 

 

 

 

 

 

 Religious Far right Far left Separatism 

Pro Is 

Iraq 

Islamicstate 

Alleyesonisis 

Syria 

Khilafarestored 

Islam 

Muslims 

brotherhood 

Supremacy  

Invasion 

GreatReplacement 

DefendEurope 

Qarion 

Pizzagate 

Nazism 

Incel 

Fascism 

Gamergate 

AfD 

MAGA 

Antifeminist 

Socialismcityworkerscourage 

Antifa 

Courage 

Commune 

Commune71 

ViveLaCommune 

Marx 

Revolution 

 

Indyref 

Brexit 

Donbas 

VoteLeave 

separatism 

PKK 
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Counter Eurotopia 

Antiterrorism 

Antiterror 

Peace 

Againstterrorism 

Stopterrorism 

Notinmyname 

Diversity 

StopHate 

Antifascist 

Neonazis 

FCKNZS 

Neofd 

AntiAntifa 

Antisocialism 

GoodNightLeftSide 

DogsAgainstBrexit 

Nationalidentity 

Framing 

Remain 

Alternative Notathebrother 

wearethemany 

Hopenohate 

LeaveNoOneBehind 

WhitePrivilege StrongerIn 

Table 3: Hashtags by ideology and narrative (English). 

 

 

 

 

 

 

 

 

 

 

  

3.2 Linguistic processing 
 

As a relevant part of the intelligent engine developed, a thorough linguistic study is performed over the captured 

data. In this way, the original data is enriched by means of a linguistic analysis that contextualizes and offers 

valuable insights. In this task, we explore the use of two relevant linguistic frameworks that are intimately 

related to radicalization and its presence in text: the (i) Linguistic Inquiry and Word Count (LIWC)  (Pennebaker, 

2011) resource and the (ii) Moral Foundations Theory (MFT) (Graham et al., 2009).          

 Far left 

 

 

Pro 

1Mai 

PariserKommune 

Ideologie 

Weltanschauung 

Sozialismus 

Kommunismus  

8Mai 

Counter Antikommunismus 

Table 4: Hashtags by ideology and narrative (German). 
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As a requirement for later analysis, it is worth mentioning that each message is categorized based on its 

hashtags and pre-processed to normalize its contents. Once a tweet is selected and tagged by ideology and 

narrative based on its hashtags, it is pre-processed and analyzed, thus enriching its original information. 

Consequently, the geographical location is extracted from all tweets, which can aid in determining the evolution 

of the studied ideologies by country. Indeed, as mentioned above, the text is thoroughly analyzed by automatic 

means, which can give insight into the psychological factors of the text, as well as the motivations and 

ideologies of the author. Before any analysis is performed, the texts are pre-processed and normalized, a 

common process in NLP applications.           

For the psychological traits, we assess the analysis provided of the Linguistic Inquiry and Word Count (LIWC) 

resource (Pennebaker, 2011); see also Section 2.2. LIWC has been used in previous words to study the 

radicalization phenomena. Concretely, it has been used to analyze political posts from Twitter to find a relation 

between them and the results of a political election (Tumasjan et al., 2010). Also, Hall et al. (2020) study the 

quality of the LIWC annotations for ISIS-related messages, obtaining promising results.     

The LIWC algorithm counts the words that reflect emotions, psychological meanings, or social concerns in a 

text. Thus, the process leverages a dictionary that compiles a wide list of words and their possible inflections, 

classifying them into a predefined set of categories (e.g., anxiety, anger, family, religion). Consequently, every 

category present in the text is given a score that corresponds to the number of found words belonging to that 

category. As an example, if a sentence contains the word “father”, which is classified by the dictionary as 

“family” and “male reference”, then both of these categories will have a resulting score of one. Alternatively, if 

the word “cousin” which is also a reference to “family” also appears in the text, then the “family” category would 

obtain a score of two.           

The categories measured by LIWC are grouped in sets depending on the psychological process they are 

describing. Four of them are taken into account for this analysis: drives, affective, personal concerns, and 

social. The “Drives” set gives insight into the motivations of the person behind the text. It measures five 

parameters which are affiliation, achievement, power, reward, and risk. Feelings like anxiety, anger, sadness, 

or positive and negative emotions are part of the “Affective process” set. The “Personal concerns” set 

measures how worried the person behind the text is about different life issues such as work, leisure, home, 

money, religion, and death. Drives, affective and personal concerns are considered the three main 

psychological variables and have been used as a reference to analyze radical discourses before (Buckingham 

& Alali, 2020). The “Social process” set is also included to provide some more information about references to 

family, friends, female and male figures.          

Please note that, as explained in the previous section, the hashtags used to make the queries come from 

different languages. When the messages are captured, they include a language field that indicates the 

message’s language. Based on this information, we use different LIWC dictionaries, thus adapting the analysis 

correspondingly.             

Moreover, the Moral Foundations Theory (MFT) (Graham et al., 2009) is modeled and included in the intelligent 

engine, which allows users to study such a complex phenomenon automatically; see also Section 2.2. The 

MFT expresses the psychological basis of morality in terms of innate intuitions, defining the following five 

foundations: care/damage, justice/cheating, loyalty/betrayal, authority/subversion, and purity/degradation 

(Haidt & Graham, 2007; Haidt & Joseph, 2004). Although recent, MFT is the most established theory in 

psychology and the social sciences. It is also widely adopted in computational social science, as it defines a 

clear taxonomy of values along with a dictionary of terms, the Moral Foundations Dictionary (MFD) (Graham 

et al., 2009), which is an essential resource for NLP applications.      

    

In this task, we adopt the use of the MFD, analyzing the text messages and extracting their expressed moral 

values. The MFD is used through the LIWC tool, which facilitates the processing of the text. In this way, we 

process the moral value annotations similarly as described above.       
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For the purpose of this project, the intelligent engine aggregates the scores obtained for all the relevant 

categories and presents the results according to the corresponding ideology and narrative. The message’s 

scores are normalized using the total number of words in the message. In order to aggregate over the multiple 

messages collected, the arithmetic mean is calculated for all the LIWC values of the same category for every 

ideology and narrative. For a given message, the final score is computed using the following expression: 

 
1

𝑁𝑤

∑ 𝑠words∈𝐶𝑖𝐶𝑖∈𝐶
                                                                                                                     

            (1) 

being 𝐶 the set of possible categories, 𝐶𝑖 an element of 𝐶, 𝑁𝑤 is the number of words in the message, and 

𝑠words∈𝐶𝑖
 is the score given to the words that belong to 𝐶𝑖. 

 

3.3 Semantic modelling 
 

The captured data is enriched using Linked Data. The goal is to make the data understandable not only for 

humans but for machines as well. This can also be 20 used to expose an endpoint capable of responding to 

semantically meaningful queries, such as “where was #example hashtag twitted from on January 1st?”. Many 

vocabularies are used to model the different types of data.  

In the spirit of the Linked Data principles, existing vocabularies have been used when possible. For instance, the fields 
in a tweet are mainly modeled using the Semantically-Interlinked Online Communities (SIOC) Core Ontology, supported 
by some properties from Schema.org and Dublin Core Metadata Initiative (DCMI). An overview of all of the existing 
vocabularies used to model the data can be observed in Table 5. In addition to that, there were several specific types of 
annotations that, to the extent of our knowledge, are not modelled in any of the publicly available vocabularies. Hence, 
this project has required the creation of new vocabularies. Once again, instead of creating a single vocabulary with all 
the missing elements, these missing pieces have been separated into smaller individual vocabularies, to foster re-usa-
bility. To encourage the use of the different vocabularies in real life scenarios, the vocabularies have been grouped 
under a common umbrella of PARTICIPATION ontologies, and they are accompanied by web documentation that ex-
plains their usage1. An overview of the new vocabularies created within the scope of this project is presented in Table 
6. 

 

Name URL Rationale 

SIOC 

(Breslin et 

al., 2006) 

http://rdfs.org/sioc/spec/ The SIOC Core Ontology provides the main 

concepts and properties required to 

describe information from online 

communities (e.g., message boards, wikis, 

weblogs, etc.) on the Semantic Web. 

Schema.org 

(Guha et al., 

2016) 

https://schema.org/ Provides schemas for structured data on the 

Internet, on web pages, in email messages, 

and beyond. 

DCMI 

(Initiative et 

al., 2012) 

http://purl.org/dc/terms/ Provides a model for structured metadata to 

support resource discovery. 

http://rdfs.org/sioc/spec/
https://schema.org/
http://purl.org/dc/terms/
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Marl 

(Westerski 

et al., 2011) 

https://www.gsi.upm.es/ontologies

/marl/  

Marl is a standardised data schema 

designed to annotate and describe 

subjective opinions expressed on the web or 

in particular Information Systems. 

DBpedia 

(Auer et al., 

2007) 

https://www.dbpedia.org/ DBpedia is a community project extracts 

structured, multilingual knowledge from 

Wikipedia and makes it freely available on 

the web using Semantic Web and Linked 

Data technologies. 

NIF  

(Hellmann 

et al., 2013) 

https://persistence.uni-

leipzig.org/nlp2rdf/ontologies/nif-

core/nif-core.html 

NIF is an RDF/OWL-based format that aims 
to achieve interoperability between NLP 
tools, language resources and annotations. 

 

 

Onyx 

(Sánchez-

Rada & 

Iglesias, 

2016) 

https://www.gsi.upm.es/ontologies

/onyx/ 

Onyx is a standardised data schema 

designed to annotate and describe the 

emotions expressed by user-generated 

content on the web or in particular 

Information Systems. 

SLIWC https://www.gsi.upm.es/ontologies

/participation/sliwc/ 

SLIWC is the semantic taxonomy and vocab-

ulary for LIWC and LIWC-like lexicons, which 

provides semantic counterparts for the 

LIWC annotation dimensions 1 as well as 

new concepts that were not present in ex-

isting vocabularies (e.g., lemon). It has been 

developed within the context of this project. 

Morality https://www.gsi.upm.es/ontologies

/participation/morality/ 

The morality ontology includes categories in 

the Moral Foundation Theory, aligned with 

the LIWC annotation format (through the 

SLIWC ontology, in this case). 

Narrative https://www.gsi.upm.es/ontologies

/participation/narrative 

This ontology contains the concepts 

necessary to annotate NIF, SIOC and even 

lemon elements with a narrative component 

(e.g., the Tweets extracted from the hashtags 

in Table 3 could be annotated with the 

narrative related to the hashtag). 

Table 5: Ontologies that provide the concepts for the modeling of the data. 

  

 

 

https://www.gsi.upm.es/ontologies/marl/
https://www.gsi.upm.es/ontologies/marl/
https://www.dbpedia.org/
https://persistence.uni-leipzig.org/nlp2rdf/ontologies/nif-core/nif-core.html
https://persistence.uni-leipzig.org/nlp2rdf/ontologies/nif-core/nif-core.html
https://persistence.uni-leipzig.org/nlp2rdf/ontologies/nif-core/nif-core.html
https://www.gsi.upm.es/ontologies/onyx/
https://www.gsi.upm.es/ontologies/onyx/
https://www.gsi.upm.es/ontologies/participation/sliwc/
https://www.gsi.upm.es/ontologies/participation/sliwc/
https://www.gsi.upm.es/ontologies/participation/morality/
https://www.gsi.upm.es/ontologies/participation/morality/
https://www.gsi.upm.es/ontologies/participation/narrative
https://www.gsi.upm.es/ontologies/participation/narrative
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To explain how these ontologies interact, let us consider the two distinct use cases separately: annotating 

corpora (i.e., set of Tweets with different labels) and annotating lexicons (i.e., dictionaries).  

Tweets in this project are annotated using the same model as TweetsKB (Fafalios et al., 2018), a public RDF 

corpus of anonymized data for a large collection of annotated tweets. In TweetsKB, the information retrieved 

from a tweet is represented with the sioc:Post class. The SIOC Core Ontology, Schema.org and DCMI 

provide properties and attributes for most of the relevant fields in a tweet, such as the soic:content attribute 

for the text, soic:has_creator for the author user, schema:inLanguage for the language it is written on, 

schema:mentions for its hashtags, dc:created for the creation date and schema:locationCreated for the 

location it was posted from. 

In order to provide LIWC-related annotations, a new vocabulary had to be designed. The goal is for this vocabulary to 
be applicable in a broad range of applications, way beyond this project. The result is the Semantic LIWC vocabulary 
(SLIWC)3. Adapting the concepts behind LIWC annotations to an ontology that can be used both for corpora and for 
lexicons is not trivial, especially since many LIWC-like dictionaries have appeared over the years, and the vocabulary 
should be extendable. Hence, one of the driving principles has been to keep the vocabulary as simple and modular as 
possible. The vocabulary revolves around is the concept of an annotation (sliwc:Annotation), which represents a 
LIWC annotation. Any entity (e.g., a tweet, a lexicon entry) can be tagged with an annotation through the sliwc:ha-
sAnnotation property. To differentiate between annotations to a single element (e.g., in a lexicon) and an annotation 
that applies to a larger piece of text (e.g., the count of words in a sentence) there is a special type of annotation, 
sliwc:AggregatedAnnotation. To add information about the LIWC category or dimension that is being annotated, 
an annotation has the sliwc:hasCategory property. These categories can be the ones included in LIWC, for which 
the SLIWC vocabulary provides specific entities, or any other through the use of additional dictionaries. For instance, 
another vocabulary in this project (which we will explain below) extends SLIWC to includes the categories in the Moral 
Foundation Theory. The sliwc:Annotation class is designed to be used for LIWC entries, as we will see in the lexicon 
example afterwards. In documents, the actual annotations are an aggregate of the individual words/lemmas. Hence, 
corpora annotations should use the sliwc:AggregatedAnnotation, which also allows quantifying the frequency or 

ratio of appearance of the LIWC label within the text.. A simplified example of SLIWC annotations is illus-

trated in Figure 1. 

 

 

Figure 1: Example of LIWC-aligned annotations of a Tweet using the Narrative ontology. 
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The popularity of LIWC has led to several LIWC-like dictionaries in the wild. One of such dictionaries is the 

Moral Foundations Dictionary2, which includes new annotations for morality. In order to use annotations for 

morality both in resources (dictionaries) and in the results of analyses, we have developed an extension of the 

SLIWC ontology to include SLIWC categories for the dimensions defined in the Moral Foundations Dictionary. 

Moreover, each category is linked to its foundation (e.g., Harm, InGroup) and the relationship of the category 

to the foundation (Virtue, Vice). An example of a simple annotation of a tweet can be seen in Figure 2.  

 

Figure 2: Example of annotation of morality (MFT) in a tweet and in a LIWC aligned lexicon 

entry using the Morality ontology. 

  

Furthermore, this project requires the annotation of the narrative of the tweet. The ideologies and narratives 

present in a tweet are represented using the concepts defined in the Narrative ontology, specifically created 

for this project. The property narrative:hasNarrative is used in this case to point at the narrative the text 

of the tweet is referring to. An example annotation of narrative in a Tweet is illustrated in Figure 3. 

 

 

 

 
2 https://moralfoundations.org/other-materials/ 
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Figure 3:Example of annotation of the narrative in a tweet and a lexicon entry using the 

Narrative ontology 

 

Lastly, some tweets are also annotated with emotion labels, such as those in the analysis explained in 

Section 3.2. Emotions are represented using Onyx and the onyx:EmotionSet class. An 

onyx:EmotionSet is comproised of one or more emotions, which are defined as onyx:Emotion, where 

the properties onyx:hasEmotionCategory and onyx:hasEmotionIntensity represent the type of 

emotion and value, respectively. Finally, the nif:isString property from the NIF ontology is used to provide 

compatibility with other NLP services. 

file:///C:/Users/marti/Downloads/main.docx%23sec:data_processing
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Figure 4:  Example of annotation of emotion analysis in a Tweet using the Onyx ontology. 

  

 An complete example annotation of a tweet can be observed in Listing 1. 

 

@prefix owl: <http://www.w3.org/2002/07/owl#> . 

@prefix narr: <http://www.gsi.upm.es/ontologies/participation/narrative/ns#> . 

@prefix sliwc: <http://www.gsi.upm.es/ontologies/participation/sliwc/ns#> . 

@prefix moral: <http://www.gsi.upm.es/ontologies/participation/moral/ns#> . 

 

:Tweet1 a sioc:Post ; 

narr:hasIdeology narr:Religious ; 
     sliwc:hasAnnotation [ 
           a sliwc:AggregatedAnnotation ; 
           a narr:Annotation ; 
           sliwc:hasCategory narr:ProReligion ; 
           narr:ratio 0.1 . 
    ] ; 
     sliwc:hasAnnotation [ 
            a sliwc:AggregatedAnnotation ;  
            sliwc:hasCategory moral:IngroupVirtue ; 
            sliwc:ratio 0.1 ; 
     ] ; 
     sliwc:hasAnnotation [ 
            a sliwc:AggregatedAnnotation ;  
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            sliwc:hasCategory sliwc:Filler ; 
            sliwc:ratio 0.34 ; 
            sliwc:count 23 . 
     ] ; 
     sliwc:hasAnnotation [ 
            a sliwc:AggregatedAnnotation ; 
            sliwc:hasCategory sliwc:Adverb ; 
            sliwc:ratio 0.15 ; 
            sliwc:count 11 . 
         ] . 

Listing 1:  Example of annotation of a tweet. 

 

  

 The annotation of a lexicon is very similar to that of a tweet. In this case, the difference is that lexical 

entries are represented using the lemon ontology. An example annotation of a lexicon can be observed in 

Listing 2. 

 

@prefix owl: <http://www.w3.org/2002/07/owl#> . 
@prefix sliwc: <http://www.gsi.upm.es/ontologies/participation/sliwc/ns#> . 
@prefix moral: <http://www.gsi.upm.es/ontologies/participation/morality/ns#> . 
 
_:compassion a  lemon:Lexicalentry;  
       lemon:sense [ 
            lemon:reference  wn:synset-fear-noun-1; 
            sliwc:hasAnnotation [ 
                a sliwc:Annotation ; 
                sliwc:hasCategory moral:IngroupVirtue . 
            ] . 
      ] ; 
      sliwc:hasAnnotation [ 
            a sliwc:Annotation ; 
            sliwc:hasCategory moral:IngroupVirtue . 
      ] ; 
      lexinfo:partDfSpeech  lexinfo:noun .   

Listing 2:  Example of annotation of a lexicon. 
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4 Software architecture and components 
 

This section describes the system architecture that implements the intelligent engine developed for performing 

the data extraction from the related data sources, as well as for performing additional analysis operations over 

the data in order to semantically enrich it, focusing on linked data principles. The section presents an overview 

of the system in Section 4.1, describing the components, their functionalities and connections between them. 

Afterward, each component of the project is described in depth. 

 

4.1 Architecture 
 

The implemented solution is based on set tools that form different actions on the data. The actions are part of 

a data pipeline that defines the workflow of the project. Each action is carried out by a different component or 

module and is executed sequentially. In this task, we present a modular toolkit for processing Big Linked Data, 

encouraging scalability and reusability. The high-level architecture of this toolkit is depicted in Figure 5. It 

integrates existing open-source tools with others built specifically for the toolkit. The main modules are orches-

tration, data ingestion, pre-processing, analysis, storage, and visualization, which are described below.   

 

The orchestration module (Sect. 4.2) is responsible for managing the interaction of the rest modules by auto-

mating complex data pipelines and handling failures. This module enables reusability at the data pipeline level. 

In addition, it enables scalability, since every task of the workflow can be executed in a Big Data platform, such 

as a Hadoop job White (2012), a Spark job Zaharia et al. (2016) or a Hive query Thusoo et al. (2010), to name 

a few. Finally, this module helps to recover from failures gracefully and rerun only the uncompleted task de-

pendencies in the case of a failure.  

 

The Data Ingestion module (Sect. 4.3) involves obtaining data from the structured and unstructured data 

sources and transforming these data into linked data formats, using scraping techniques and APIs, respec-

tively. The use of linked data enables reusability of ingestion modules as well as interoperability and provides 

a uniform schema for processing data. The ingestion is implemented using GSICrawler (Sánchez-Rada et al., 

2018), the module responsible for retrieving data.  

 

The Processing and Analysis module (Sect. 4.4) collects the different analysis tasks that enrich the incoming 

data, such as psychology analysis and moral value estimation. The analysis is based on the NIF recommen-

dation, which has been extended for multimodal data sources. Each analysis task has been modeled as a 

plugin of Senpy, presented in Sect. 4.5. In this way, analysis modules can be easily reused.  

 

The Storage module (Sect 4.6) is responsible for storing data in a nonSQL database. We have selected Elas-

ticSearch (Gormley & Tong, 2015), since it provides scalability, text search as well as a RESTful server based 

on a Query DSL language. For our purposes, JSON-LD (Sporny et al., 2014) is used, with the aim of preserving 

linked data expressivity in a format compatible with the Elasticsearch ecosystem.  

 

The Visualization module (Sect. 4.7) enables building dashboards as well as executing semantic queries. Vis-

ualization is based on Kibana (Gupta, 2015), on top of which an array of components have been configured to 

enable faceted search. In addition, the Apache Fuseki (Jena, 2014) interface is exploited to allow users to 

perform SPARQL Protocol and RFD Query Language (SPARQL) queries, thus enabling complex searches. 

Fuseki is provisioned by the data pipeline.  
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Figure 5 provides a more detailed view of the architecture to explain the connections among the different 

modules. The following subsections describe each module in more detail. 

 

Figure 5:  System architecture diagram. 

 

4.2 Orchestration 
 

Workflow management systems are usually required for managing the complex and demanding pipelines in 

Big Data environments. There are a number of open-source tools for workflow management, such as Knime 

(Warr, 2012), Luigi (Spotify, n.d.), SciLuigi (Lampa et al., 2016), Styx (Stephen et al., 2016), Pinterest’s pinball 

(Pinterest, n.d.) or Airbnb’s Airflow (Kotliar et al., 2018). The interested reader can find a detailed comparison 

in (Ranic & Gusev, 2017; Lampa et al., 2016).         

We have selected as workflow orchestrator the open-source software Luigi (Spotify, n.d.), developed by 

Spotify. It allows the definition and execution of complex dependency graphs of tasks and handles possible 

errors during execution. In addition, Luigi provides a web interface to check pipeline dependencies as well as 

a visual overview of tasks execution through an advanced User Interface (UI). Luigi is released as a Python 

module, which provides a homogeneous language since machine learning and natural language processing 

tasks are also developed in this language. In this way, Luigi enables the use of pipelines, which are a series 

of interdependent tasks that are executed in order. Each task is defined by its input (its dependencies), its 

computation, and its output.           

For this task, Luigi is used to orchestrating the different tasks between modules. Each task communicates with 

the external service that performs actions on the data and passes it forward in the pipe. It ensures that there 

are no failures when sequencing tasks. First, it retrieves the data through GSICrawler Application Programming 

Interface (API). Then, in the pre-processing and classification task, the tweet location, ideology, and narratives 

are obtained. Afterward, it annotates and enriches that data using Senpy. Finally, it indexes all of the data in 

Elasticsearch and Fuseki. Figure 6 illustrates the described pipeline. 
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Figure 6: Tasks of data pipeline. 

 

4.3 Data ingestion 
 

The objective of this module is to extract the information from external sources, map it to linked data formats 

for process and storage. A tool, so-called GSICrawler (Sánchez-Rada et al., 2018), has been developed to 

extract information for structured and unstructured sources. The architecture of this tool consists of a set of 

modules providing a uniform API, which enables its orchestration. GSICrawler contains scraping modules that 

are based on Scrapy Kouzis-Loukas (2016) and other modules that connect to external APIs. At the time of 

writing, there are modules for extracting data from Twitter, Facebook, Reddit, TripAdvisor, Amazon, RSS 

Feeds, and a number of specific places, including some journals in PDF format. The tool is Open Source and 

publicly available3.            

Table 6 describes the method available in the GSICrawler API, whereas Table 7 contains the basic parameters 

for the /tasks endpoint. More parameters are available, depending on the type of analysis performed. 

 

Endpoint Description 

GET /tasks/ Get a list of available tasks in JSON-LD format. 

GET /jobs/ Get a list of jobs. It can be limited to pending/running jobs by specifying 
?pending=True 

POST /jobs/ Start a new job, from an available task and a set of parameters 

 
3 https://github.com/gsi-upm/gsicrawler 

https://github.com/gsi-upm/gsicrawler
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Table 6: API endpoints to access tasks and jobs in GSICrawler.4 

 

 

Parameter Description 

task_id Identifier of the task. Example: pdf-crawl. 

output Where to store the results. Available options: none, file, elasticsearch. 

retries If the task fails, retry at most this many times. Optional. 

delay If specified, the job will be run in delay seconds instead of inmediately. Optional 

timeout Time in seconds to wait for the results. If the timeout is 

Table 7: Basic parameters for a new job.  

 

 



33 

 

 

Figure 7: Example of the input and output of GSICrawler component. 

As described in Section 3.1, the system captures data from Twitter through the selection and use of keywords 

to discover target messages. Twitter provides an API (Twitter, 2021) that is used by GSICrawler. Besides, 

GSICrawller also leverages this API through the Twint package (Poldi & Twint Community, 2021), which 

obtains the data by parsing the HTML from Twitter’s browser version. In this way, GSICrawler has been 

configured so that it enables allows to the selection of the preferred extraction method. Moreover, as described 

in Section 3.3, GSICrawler results are standardized using RDF (see Figure 7), for which the JSON for Linked 

Data (JSON-LD) standard is used. 
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4.4 Pre-processing 
 

This module performs necessary normalization and adaptation operations over the captured data. Its main 

goal is to adapt to a common format the ingested data for later analysis. To do this, it performs to main 

processes: (i) NLP pre-processing and (ii) geolocation of social network posts.     

Regarding textual pre-processing, this module ingests the raw text of captured data and pre-process it 

following common NLP techniques. These steps are implemented by means of the gsitk (Araque et al., 2017, 

2019), which provides functionalities to parse different types of texts, including Twitter posts. This library is 

built on top of numpy, pandas, Natural Language Toolkit (NLTK) and related libraries to ease the development 

process on NLP-driven operations. Gsitk provides tokenization and pre-processing techniques to clean textual 

data before applying data analysis and feature extraction. Among the normalizing operations, gsitk performs 

emoji, hashtag, and mention normalization, which facilitates later analysis with automated methods. As an 

example, please consider the following Twitter message: “This is an example #Tweet written using @Twitter”. 

The parsed representation of the above message, which can be used for further analysis, is shown next: “this 

is an example <hastag> tweet written using <user>”. 

As mentioned, another main operation performed in this module is the geolocation of posts. In this way, location 

data for each post is represented in a standardized format so that mapping tools can use it. In the case of 

Twitter as a data source, to translate the location information to its geographic coordinates, a request is made 

to the Google Geocode API (Google Inc., 2021). Even though Twitter provides this type of information if the 

user gives them permission to do so, in practice, about 2% of the total tweets have their geographic coordinates 

publicly available (Burton et al., 2012). That is, it is more common for Twitter users to provide a fixed location 

in their user profile. Although this is not an accurate measure for every individual tweet, this location information 

helps to estimate which ideologies are more active in a certain region.  

Table 8 shows the percentage of tweets that could be annotated following this approach. 

Using the described geolocalization technique, we have inferred the ratios of messages obtained. In this way, 

23.11% of the captured messages could not be located at all as the users who published them provided a 

location neither in their profile nor in the tweet itself. About 1.42% of the tweets were already annotated with 

geographic information and did not require any further processing. This number aligns with the expected result 

from Burton et al. (2012). The remaining tweets could be located through their author’s user profile information. 

Although not all of these locations have been recognized by the Google Geocode API, 75.46% were correctly 

annotated. 

In this way, the pre-processing module is fed the original messages and some contextual information, 

producing as an output normalized versions of the texts and geographical contextualization. The general flow 

of information is shown in Figure 8. 

file:///C:/Users/marti/Downloads/main.docx%23fig:data_processing


35 

 

 

Figure 8:  Example of input and output in the pre-processing module. 

 

 

4.5 Data analysis 
 

Analyzing the extracted textual data to enrich it, gain further insights, and discovers patterns is a pivotal feature 

of the presented intelligent system. The data analysis module performs such analyses, adding value to the 

data. The system makes use of Senpy to implement this.      

Senpy is a framework to develop, integrate and evaluate web services for sentiment and emotion analysis 

and, more generally, text analysis (Sánchez-Rada et al., 2020). It is used for the creation of NLP services 

based on the vocabularies NIF, Marl and Onyx and the formats Turtle/n-triples, JSON-LD, and eXtensible 

Markup Language (XML)-RDF. Using a common semantic model for results and annotations means that other 

modules in the system, especially the visualization module, do not need to rely on specific schemata or formats 

for every service or type of service. Semantic standards such as RDF also ensure that applications can be 

agnostic of the specific serialization format used (e.g., JSON or XML). This independence is exploited in other 

modules of the toolkit. For example, more than one type of data store can be used as storage modules, each 

of them with its own formats. An ElasticSearch database (JSON-based) may co-exist with a Fuseki (RDF-

based) datastore, provided the annotations are correct, and the appropriate conversion mechanisms (e.g., 

framing in the case of JSON-LD) are in place. 
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Figure 9: Example of inputs and outputs of Senpy’s LIWC plugin. 

 

The text analyses performed in this module extract emotional, psychological and moral information from the 

text (for a detailed explanation of these linguistic analyses, please consult Section 3.2). For extracting such 

annotations, we use the (i) LIWC dictionary and the (ii) Moral Foundations Dictionary (MFD). This module 

implements these processes using Senpy plugins, which are modular software additions that can be inserted 

into the system to enhance its functionality. The LIWC dictionary is composed of 2,290 words and word stems 

(Tausczik & Pennebaker, 2010). Each word or word-stem defines one or more word categories or subdiction-

aries. The LIWC categories are arranged hierarchically. As an example, all anger words, by definition, will be 

categorized as negative emotion and overall emotion words. The obtained result enriches and contextualizes 

the input textual data, offering a detailed analysis that covers emotions, thinking styles, social concerns, and 

personal drivers.  

 

Regarding the MFD, it is used with the LIWC program, easing the implementation. The MFD was developed 

to operationalize moral values in the text. This dictionary provides information on the proportions of virtue and 

vice words for each moral foundation on a corpus of text (Graham et al., 2009). It is composed of 336 words 

and word stems that are categorized in the five moral dimensions: care/harm, fairness/cheating, loyalty/be-

trayal, authority/subversion, and sanctity/degradation. All moral dimensions are measured in text, and their 

results are aggregated to compose a unified view of the data.  

 

A simplified example of the analyses performed by this module is illustrated in Figure 9. This figure shows how 

a pre-processed textual input is analyzed using the LIWC and MFD Senpy plugins. The result of the analysis 

consists of the estimation of emotional, psychological and moral values in the analyzed text. The representa-

tion of this data is done using semantic annotations, as discussed in Section 3.3. 
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Figure 10: Example of a pie chart made with the results of the LIWC personal concerns 

category. 

Once the analysis scores are computed in each text, the data are then aggregated by ideology and narrative, 

although the system retains the original measures. This aggregation is performed by the storage module 

Elasticsearch and is then used to create the visualizations. One example of this kind of chart is exposed in 

Figure 10. Concretely, the pie chart shows the normalized percentage of words detected that reflect personal 

concerns. 

 

4.6 Searchable storage engines 
 

Our toolkit takes two types of storage into consideration: SPARQL endpoints and traditional datastores with a 

REST API. In practice, we have employed Fuseki’s SPARQL endpoint Jena (2014) and ElasticSearch’s REST 

API Gormley & Tong (2015).           

One of the main reasons to support other datastores is the need for Big Data analysis. In particular, we focused 

on ElasticSearch. ElasticSearch is a search server based on Lucene. It provides a distributed, full-text search 

engine with an HTTP web interface and schema-free JSON documents. ElasticSearch has been widely used 

in Big Data applications due to its performance and scalability. For obtaining a high speed of the search engine, 

ElasticSearch performs aggregation and processing over the data index. ElasticSearch nodes can be 

distributed. It divides indices into shards, each of which can have zero or more replicas. Each node hosts one 

or more shards and acts as a coordinator to delegate operations to the correct shard(s). Additionally, 

Elasticsearch has other main features such as scalability, multi-tenancy, high availability, and conflict 

resolution between different versions (Cea et al., 2014). Furthermore, it is the central element in a set of 

technologies, known as Elastic Stack, and is able to integrate with a wide variety of services. To retain 

semantics, we use a subset (or dialect) of JSON, JSON-LD Sporny et al. (2014), which adds a semantic 

annotation to plain JSON objects.          

In this way, the role of the ElasticSearch database is to serve as central storage for all of the processed data, 

enabling its accessibility and visualization. Therefore, once the data is indexed, Kibana is used for result 

visualization due to its native integration with ElasticSearch (see Section 4.7).     

file:///C:/Users/marti/Downloads/main.docx%23fig:personal_concerns
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As an additional storage submodule, we use Apache Jena Fuseki (Jena, 2014). Fuseki is a SPARQL Protocol 

and RDF Query Language (SPARQL) server that provides Triple store databases for RDF data. It supports 

RDF, Resource Description Framework Schema (RDFS), Web Ontology Language (OWL), SPARQL and TDB 

Engine to query and update data faster and more efficiently. As a SPARQL endpoint, Fuseki can be understood 

and accessed by humans and machines using semantic queries. The returned data can be exported with 

JSON and Comma Separated Value (CSV) formats. Examples of such queries are presented in Section 5.1. 

 

4.7 Visualization 
 

One of the main goals of the toolkit is to provide a component-based UI framework that can be used to quickly 

develop custom data visualizations that lead to insights. Reusability and composability are two requirements 

for the framework. Also, the visualization is interactive. Thus the visualization components also contain their 

own set of filters. When interacting with these components, a user may modify the filters, and the component 

communicates the change of filters back to the rest of the visualization. This allows storing which elements 

have been selected and thus making more complex queries to data sources (e.g., ElasticSearch).  

To implement this module, we have used Kibana (Gupta, 2015). Kibana is an open-source data visualization 

and exploration tool for data stored in Elasticsearch. It provides visualizations specialized for analyzing large 

volumes of data. Moreover, it is used for log analytics and application monitoring. Kibana offers the creation 

of dashboards with line graphs, pie charts, histograms, scatter plots, maps, gauges, goals, timelines, etc. 

Furthermore, Vega is a powerful language that enables the creation of custom visualizations. For instance, 

Figures 10 and 11 show pie and radar charts created with Kibana and Vega, respectively. 

 

Figure 11: Radar chart. 

The dashboard provides an interface where users can apply filters and understand the analysis. It has different 

filtering and visualization functionalities. Users can use filters or click on elements within a visualization to 

display charts with particular inputs. The module implements several filters, such as date, ideology, type of 

narratives, and hashtags. Figure 12 shows the interface for interacting with said filters.  

file:///C:/Users/marti/Downloads/main.docx%23fig:personal_concerns
file:///C:/Users/marti/Downloads/main.docx%23fig:radar
file:///C:/Users/marti/Downloads/main.docx%23fig:filters
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Finally, the scenario is deployed to make the dashboard anonymously accessible from the Internet. The 

visualization is accessible at https://participation.gsi.upm.es/. 

 

 

Figure 12: Filters. 
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5 Case study 
 

This section describes the outcomes of the implemented solution. The toolkit has been developed with the aim 

of analyzing and comparing the radical and extremist narratives of the selected ideologies. Therefore, we 

provide a SPARQL endpoint to perform complex semantic queries and a dashboard to visualize the results. 

First, a set of semantic queries are introduced. Then, the dashboard functionalities are explained in detail. 

Finally, results are analyzed with the purpose of narrating the findings and providing a direction to the 

discussion of the research work. 

 

5.1 Semantic queries 
 

The deployed instance of Fuseki provides access to the semantically annotated data. It exposes an endpoint 

where semantic queries can be executed with SPARQL. These queries can be used to retrieve any properties 

from the data following the model described in Section 3.3.       

For instance, it is possible to write a query that returns the ideology of every tweet that contains words from a 

specific LIWC category, as well as the ratio at which that category appears. Figure 13 shows such a query, 

with the LIWC category of Death. An excerpt of the results returned by Fuseki can be observed in Figure 14. 

 

 

Figure 13: Example SPARQL query that fetches ratio of the LIWC Death category for each 

tweet and its associated ideology. 

 

 

file:///C:/Users/marti/Downloads/main.docx%23sec:semantic_modelling
file:///C:/Users/marti/Downloads/main.docx%23fig:sparql-1
file:///C:/Users/marti/Downloads/main.docx%23fig:sparql_result-1
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Figure 14: Part of the triples returned by the query from Figure 13. 

  

Another example, displayed in Figure 15, demonstrates how to get the text of all tweets from a specified 

narrative, specifically pro far-right. This query also requests the moral categories present in the text and their 

ratios. It also orders the results by ascending date. Figure 16 shows a fragment of the result from that query. 

 

 

Figure 15: Example SPARQL query that fetches the text of every Pro far-right tweet and their 

moral values. 

file:///C:/Users/marti/Downloads/main.docx%23fig:sparql-2
file:///C:/Users/marti/Downloads/main.docx%23fig:sparql_result-2
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Figure 16:  Part of the response from the query in Figure 15. 

 

Lastly, a SPARQL dashboard has been developed (Figure 17), where users can test their own semantic 

queries using the project’s data. A public instance of the dashboard can be accessed through the dashboard’s 

endpoint 5. The dashboard includes a query editor with syntax highlighting and hints about syntax errors, and 

plenty of visualization options: tabular, pivot table, raw JSON, etc. The endpoint used in the queries is 

configurable, and a set of common endpoints is provided. For convenience, a dropdown selector at the top of 

the page provides several pre-defined queries, of varying levels of complexity. 

 
5 https://participation-sparql.gsi.upm.es 

file:///C:/Users/marti/Downloads/main.docx%23fig:sparql-dashboard
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Figure 17: SPARQL dashboard where users can try different SPARQL queries against the 

dataset. 

 

5.2 Dashboard 
 

To illustrate the use of the tool’s interface, an overview is presented in Figures 18 and 19, and a case study is 

described below. As shown in the overview, the temporal charts compare the tweets collected per ideology 

and narrative in the same graph, while the other graphs are separated into columns per ideology. This design 

decision is made to contrast the results of the analysis in a compact dashboard. In order to perform the 

comparative analyses, certain filters are applied to interact with the dashboard. 

file:///C:/Users/marti/Downloads/main.docx%23fig:overview
file:///C:/Users/marti/Downloads/main.docx%23fig:overview-2
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Figure 18: Overview of the interface. Part I.. 
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Figure 19: Overview of the interface. Part II. 
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In the next case study, the emphasis is on the characterization of the dashboard for a specific ideology. 

Specifically, we focus on Religious because it is the ideology with a wide variety of hashtags in the different 

narratives. First of all, we select the Religious ideology filter. In addition, the time filter must be set to the range 

we want to analyze. In our case, we have chosen 1 January to 21 July of 2021 because it is a time range with 

a large amount of data. Figure 20 displays the selection of the above filters. 

 

 

Figure 20:  Header and filters. 

 

The following line chart shows the evolution over time of the analyzed tweets. Hovering the mouse over the 

legend of a particular ideology will highlight the associated data. In addition, clicking on the data opens a pop-

up window where the ideology and time filters can be updated. Furthermore, it also shows a counter with the 

total number of tweets per ideology. Besides tweets classified as Religious, there are some tweets detected 

in other ideologies. The reason is that a tweet can have several hashtags and be classified into one or more 

different ideologies. 

 

 

Figure 21: Timeline evolution of tweets according to the different ideologies. 

  

Below, Figure 21 shows a histogram and several tweet counters of the three possible narratives: pro, counter 

or alternative. As explained in the previous line graph, we can hover or click on the data to see specific data 

or add a new filter for a narrative. Specifically, the data shown in Figure 21 only has applied the Religious 

ideology filter. 

file:///C:/Users/marti/Downloads/main.docx%23fig:header
file:///C:/Users/marti/Downloads/main.docx%23fig:timeline
file:///C:/Users/marti/Downloads/main.docx%23fig:timeline
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Figure 22: Histogram and tweet counters per narrative. 

  

The following four pie charts display the polarization of tweets for each ideology and per hashtag. The central 

ring shows the normalized percentage of words per tweet reflecting positivist or negativity. The data are 

generated with LIWC and are aggregated from the center to the external ring. The second ring illustrates the 

percentage of the different narratives for each LIWC value. The third ring shows the top five hashtags used by 

the different narratives. Finally, this chart allows viewing the data percentages by hovering the mouse over a 

segment.             

Concerning the polarization of the analyzed messages, we evaluate it through the percentages for each 

ideology and narrative. For instance, in the Religion ideology, 39,4% of negative words have been detected 

per tweet, being 30,94% of the pro narrative and 8,46% of the counter-narrative. In addition, the most repeated 

hashtags identified as negative tweets from the pro narrative are #syria and #iraq with 14.54% and 9.5%, 

respectively. In contrast, 60,6% of words are detected as a positive per tweet, obtaining less difference 

between the percentages of pro and counter-narratives, being 26.33% and 34.24%. The above percentages 

indicate that although a majority of tweets are identified as positive, the tweets with pro narratives reflect more 

negative emotions. 

 

 

Figure 23: Polarization of tweets according to narratives and most frequent hashtags. 

  

In the next section of the dashboard, Figure 24 shows a tag cloud for each ideology. Each tag cloud shows 

the hashtags of the three narratives for the same ideology. Hashtags with larger sizes appear more times in 

the collected tweets. Moreover, this chart allows filtering by a specific hashtag when clicking on it. 

file:///C:/Users/marti/Downloads/main.docx%23fig:cloud-tag
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Figure 24: Tag cloud graph with the most frequent hashtags. 

 

The hashtag count charts displayed in Figure 25 shows the number of tweets containing the same hashtag. 

As mentioned above, a Religious filter is applied, and there are hashtags for all ideologies. The explanation is 

that a tweet can contain hashtags from more than one ideology. In addition to the hashtags chosen for 

searches, other highly repeated hashtags are detected. It can also be observed that some hashtags appear in 

different ideologies at the same time. 

 

 

Figure 25: Hashtag count per ideology. 

  

Furthermore, Figure 26 displays the radar chart with the LIWC values representing personal concerns. 

Specifically, the category of personal concerns is constituted by the concepts of Affiliation, Power, Reward, 

Risk, and Achievement. The data are aggregated for each ideology and are separated by the different 

narratives. In order to compare the results across ideologies and narratives, we deselected the Religious 

ideology filter. We observe that in the Religious and far-right charts there is hardly any difference between 

narratives. Nevertheless, in the Separatism chart, alternative narrative stands out in Reward, Power, Affiliation 

and Achievement fields. It is also worth mentioning that in the far-left graph, the Counter narrative excels in 

the fields of Power, Affiliation, and Achievement. 

file:///C:/Users/marti/Downloads/main.docx%23fig:hashtags-count
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Figure 26: Radars charts showing core drives and needs. 

 

Moreover, Figure 27 shows another radar chart with the values obtained from the MFT dictionary. These 

results are the moral values expressed in each tweet and are measured in terms of innate intuitions. In general, 

we can observe that there are moral values that are repeated in several narratives, such as Authority virtue or 

Authority vice. 

 

 

Figure 27: Radars charts showing moral values. 

file:///C:/Users/marti/Downloads/main.docx%23fig:moral-values
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In Figure 28, the donut chart shows the category of social words detected by LIWC. The inner ring displays 

the percentage and number of tweets for the different narratives of each ideology. The outer ring shows the 

percentage and number of words representing the terms Family, Friends, Female or Male referents. 

 

 

Figure 28: Donut chart showing the social words for each ideology and narrative. 

  

The following pie charts show the dimension of personal concerns identified by LIWC. As indicated in the 

legend and the central ring of the Figure 29 indicates, the values in this category are Work, Leisure, Religion, 

Death and Home. It allows filtering by these values through clicking on the corresponding segment. In addition, 

the data are presented according to each narrative and ideology. 

 

 

Figure 29: Pie chart showing the personal concerns for each ideology and narrative. 

 

Finally, Figure 30 shows a map and a tag cloud with the location of the tweets. The method used to get the 

location is explained in Section 4.4. The map allows filtering by drawing a shape, rectangular boundaries or 

radial distance. Particularly, in Figure 30, we filtered by distance in Central European countries. Thus, the map 

and the tag cloud show that Germany is the most repeated location. 

file:///C:/Users/marti/Downloads/main.docx%23fig:social-words
file:///C:/Users/marti/Downloads/main.docx%23fig:personal-concerns
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Figure 30: Heat map with the location of the tweets. 

 

5.3 Results analysis 
 

Data analytics requires complex processes for gaining insight into hidden patterns and correlations in datasets. 

Normally, a large dataset is required to reveal such patterns. In this regard, in an effort to demonstrate the 

possibilities of the intelligent engine and its associated data, we show some statistics that may aid in obtaining 

a further understanding of the underlying patterns in the data. Therefore, we have captured and analyzed the 

tweets listed in Table 8. The table shows the distribution of tweets according to the ideology and narrative. It 

is noticeable in the distribution that there is a difference between the size of the extracted data. The reasons 

are that some narratives have more variety of hashtags associated with them, and certain hashtags are more 

popular than others. 

 

 Religious Separatism Far-right Far-left 

Pro 7,330 10,577 4,898 3,628 

Counter 3,485 378 3,503 27 

Alternative 4 4 421 370 

Table 8: Tweets captured by ideology and narrative. 

 

On the other hand, geographic data indicates the location field was found in 76.89% of the total tweets. As we 

are using the MFT LIWC dictionaries in English and German, tweets that are not in those languages are filtered 

out. As detailed in Tables 3 and 4, hashtags selected to retrieve tweets are in English and German. Therefore, 

there are more tweets captured from the countries with those native languages, as can be seen in Table 9. 

 

 

file:///C:/Users/marti/Downloads/main.docx%23tab:count_tweets
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 United 

Kingdom 

Germany France Ireland Italy Netherlands 

Tweets 49,5% 19,66% 2,56% 2,39% 2,26% 1,78% 

Table 98: Tweets captured by location. 

  

Regarding the full LIWC analysis, it can be observed that, for different ideologies and narratives, words from 

different categories become more relevant. Data corresponding to religious extremism (Figure 31) presents 

many words related to religion and power while its counter-narratives mainly sow positive emotions and 

alternative narratives talk about friendship and affiliation. Similarly, in far-right data, many references to power 

can be found. Positive emotions are once again employed to counter this radicalism as well as references to 

work, affiliation and achievement, as shown in Figure 32. On the far-left, displayed in Figure 33, power and 

work are the most mentioned topics while its counters write about leisure and positive emotions. Finally, data 

from separatism contains many words related to power, work and positive emotions. Figure 34 presents the 

distribution for this ideology. 

 

Figure 31: Treemap representing the most relevant LIWC categories found for the Religious 

ideology. 
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Figure 32: Treemap representing the most relevant LIWC categories found for the far-right 

ideology. 

 

Figure 33: Treemap representing the most relevant LIWC categories found for the far-left 

ideology. 

 

Figure 34: Treemap representing the most relevant LIWC categories found for the 

Separatism ideology. 
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Finally, considering the moral values obtained from the data, a similar analysis also has been computed. To 

simplify, we show the results for pro narratives in Figure 35. Harm Vice is the most repeated category for 

religious and far-right tweets. The latter also has an important amount of words related to Ingroup Virtue. For 

the far-left ideology, the prominent categories are Ingroup Virtue again and Authority Vice. Also, the Harm 

Virtue category is the most relevant for separatism. 

 

Figure 35: Treemap representing the most relevant MFT moral values found for the pro 

narrative of each ideology 
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6 Conclusions 
 

This document presents the work done in T4.2 for the development of an intelligent engine to detect 

radicalization in youth. Such efforts revolve around the following objectives: (i) the development of an 

orchestrated intelligent platform that captures, processes, and stores data from social networks; (ii) the 

development of several text analysis methods for contextualizing and enriching the captured data; (iii) the 

generation of a number of semantic vocabularies that allows the semantic modeling of the captured data and 

its corresponding analyses; and the (iv) development of a visualization dashboard that allows users to gain 

insights into the produced data, following trends in the data and performing complex queries. Put together, the 

efforts in this task have produced a complete Big Data system that exploits several linguistic analysis methods 

and the full potential of semantic modeling, offering users a complete yet straightforward graphical interface 

for interacting with the data.           

The mentioned intelligent platform has been developed and deployed for its use in the rest of the project. For 

example, it can be used for monitoring recruitment and propaganda campaign, as in T4.3. Interoperability and 

extensibility are fundamental principles that have been followed during the development phase. Such design 

enables third parties to make use of the data extracted by our tools rapidly. 

Several efforts have been made in relation to the modeling of the data, its analyses, and visual representations. 

These novel advances have brought the semantic modeling of a known resource in the NLP context: the LIWC 

dictionary. Such representations can be used jointly with other annotations, thus facilitating their replication. 

Besides, in this task the MFT concepts have also been modeled using semantic representations. The 

advances in visualization and querying technologies allow domain experts to easily detect patterns in the 

captured data using common web technologies, which facilitates its use. 
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Hellmann, S., Lehmann, J., Auer, S., & Brümmer, M.  (2013). Integrating NLP using linked data. In 
International semantic web conference (pp. 98–113). 

http://doi.acm.org/10.1145/3201064.3201082
http://doi.acm.org/10.1145/3201064.3201082


60 

 

Heo, Y.-C., Park, J.-Y., Kim, J.-Y., & Park, H.-W. (2016, May).  The emerg- ing viewertariat in 
South Korea: The Seoul mayoral TV debate on Twitter, Facebook, and blogs. Telematics and 
Informatics, 33 (2), 570–583. (00014) 

Hutto, C., & Gilbert, E. (2014). Vader: A parsimonious rule-based model for sentiment analysis of social 
media text. In Proceedings of the international aaai conference on web and social media (Vol. 8). 

Initiative, D. C. M., et al. (2012). Dublin core metadata element set, version 1.1. 

Jena, A. (2014). Apache jena fuseki. The Apache Software Foundation. 

Knoll, J. L. (2010). The “pseudocommando” mass murderer: part ii, the language of revenge. Journal 
of the American Academy of Psychiatry and the Law Online, 38 (2), 263–272. 

Kotliar, M., Kartashov, A., & Barski, A. (2018). CWL-Airflow: a lightweight pipeline manager supporting 
common workflow language. bioRxiv , 249243. 

Kouzis-Loukas, D. (2016). Learning scrapy. Packt Publishing Ltd. 

Lampa, S., Alvarsson, J., & Spjuth, O. (2016). Towards agile large-scale predic- tive modelling in drug 
discovery with flow-based programming design princi- ples. Journal of cheminformatics , 8 (1), 67. 

Lara-Cabrera, R., Pardo, A. G., Benouaret, K., Faci, N., Benslimane, D., & Camacho, D. (2017). 
Measuring the radicalisation risk in social networks. IEEE Access, 5 , 10892–10900. 

Laurent, M. (2020). Project hatemeter: helping ngos and social science re- searchers to analyze and 
prevent anti-muslim hate speech on social media. Procedia Computer Science, 176 , 2143–2153. 

Li, H., Chen, Y., Ji, H., Muresan, S., & Zheng, D. (2012). Combining So- cial Cognitive Theories 
with Linguistic Features for Multi-genre Sentiment Analysis. In PACLIC (pp. 127–136). 

Magdy, W., Darwish, K., & Weber, I. (2016). # failedrevolutions: Using twitter to study the antecedents 
of isis support. In 2016 aaai spring symposium series. 

Marinone, L., Farinelli, F., Musolino, S., Rosato, V., Annovi, C., Di Liddo, M., . . . McDonald, K. 
(2021). Far-right, far-left, separatism and religious extremism. a comparative desk research on drivers. 
(Tech. Rep. No. Deliv- erable 2.1). Rome, Italy: Participation project. Available at https:// 
participation-in.eu/ (accessed on 15/07/2021). 

Meloy, J. R. (2016). Identifying warning behaviors of the  individual terrorist. FBI Law Enforcement 
Bulletin, 85 , 1–9. 

Miller, G. A. (1995). Wordnet: a lexical database for english. Communications of the ACM, 38 (11), 
39–41. 

Nakayama, H. (2020). Hatesonar. hate speech detection library for python. Available at https://github 
.com /Hironsan/HateSonar (accessed on 15/07/2021). 

Network, R. A. (2015). Counter narratives and alternative narratives. Ran Issue Paper . 

Nouh, M., Nurse, J. R., & Goldsmith, M. (2019). Understanding the radical mind: Identifying signals 
to detect extremist content on twitter. In 2019 ieee international conference on intelligence and security 
informatics (isi) (pp. 98–103). 

Pais, S., Tanoli, I., Albardeiro, M., & Cordeiro, J. (2020, September). A lexicon based approach to 
detect extreme sentiments. In S. Pais & I. K. Tanoli (Eds.), Proceedings of ICIMP 2020, the fifteenth 
international conference on internet monitoring and protection (pp. 1–6). Curran Associates, Inc. 

Pennebaker, J. W. (2011). Using computer analyses to identify language style and aggressive intent: 
The secret life of function words. Dynamics of Asym- metric Conflict, 4 (2), 92–102. 

Pinterest. (n.d.). Pinball. (Available at https://github.com/pinterest/pinball)  

https://participation-in.eu/
https://participation-in.eu/
https://github.com/Hironsan/HateSonar
https://github.com/Hironsan/HateSonar


61 

 

Poggi, I., & D’Errico, F. (2011). Social signals: A psychological perspective. In Computer analysis 
of human behavior (pp. 185–225). Springer. 

Poldi, F., & Twint Community. (2021). Twint. Retrieved from https:// github.com/twintproject 
(Accessed: 13 July 2021) 

Ranic, T., & Gusev, M. (2017). Overview of workflow management systems. In Proceedings of the 
14th International Conference for Informatics and Infor- mation Technology (CIIT 2017). Faculty of 
Computer Science and Engineer- ing, Ss. Cyril and Methodius University in Skopje, Macedonia. 

Ranstorp, M., Gustafsson, L., Hyllengren, P., & Ahlin, F. (2016). Preventing and countering violent 
extremism. 

Rose, M. (2019). Mass shooters and murderers: Motives and paths. NetCE. 

Saif, H., Dickinson, T., Kastler, L., Fernandez,  M.,  &  Alani,  H.  (2017).  A semantic graph-based 
approach for radicalisation detection on social media. In European semantic web conference (pp. 571–
587). 

Sánchez-Rada, J. F., Araque, O., & Iglesias, C. A.  (2020, February).  Senpy:  A framework for 
semantic sentiment and emotion analysis services. Knowledge- Based Systems, 190 , 105193. doi: 
10.1016/j.knosys.2019.105193 

Sánchez-Rada,  J.  F.,  &  Iglesias,  C.  A.  (2016).  Onyx:  A  linked  data  approach to emotion 
representation. Information Processing & Management , 52 (1), 99–114. 

Sánchez-Rada,  J.  F.,  Pascual,  A.,  Conde,  E.,  &  Iglesias,  C.  A.   (2018).   A  big linked data toolkit 
for social media analysis and visualization based on W3C web components. In OTM confederated 
international conferences “On the Move to Meaningful Internet Systems” (pp. 498–515). 

Sánchez-Rada,  J.  F.,  &  Iglesias,  C.  A.    (2019).    Social  context  in  sentiment analysis: Formal 
definition, overview of current trends and framework for comparison. Information Fusion, 52 , 344–
356. 

Serpa, S., & Ferreira, C. M. (2019). Micro, meso and macro levels of social analysis. Int’l J. Soc. 
Sci. Stud., 7 , 120. 

Simons, A., & Meloy, J. R. (2017). Foundations of threat assessment and management. In Handbook 
of behavioral criminology (pp. 627–644). Springer. 

Smith, L. G., Wakeford, L., Cribbin, T. F., Barnett, J., & Hou, W. K. (2020). Detecting psychological 
change through mobilizing interactions and changes in extremist linguistic style.  Computers in Human 
Behavior , 108 , 106298. 

Speriosu, M., Sudan, N., Upadhyay, S., & Baldridge, J. (2011). Twitter Polarity Classification with 
Label Propagation over Lexical Links and the Follower Graph. In Proceedings of the Conference on 
Empirical Methods in Natural Language Processing (pp. 53–56). Association for Computational 
Linguistics. 

Sporny, M., Kellogg, G., & Lanthaler, M. (2014, January). Json-ld 1.0. Re- trieved from 
http://json-ld.org/spec/latest/json-ld/ 

Spotify. (n.d.). Luigi. (Available at https://github.com/spotify/luigi) Stephen, J. J., Savvides, S., 
Sundaram, V., Ardekani, M. S., & Eugster, P. 

(2016). STYX: Stream processing with trustworthy cloud-based execution. In Proceedings of the 
seventh acm symposium on cloud computing (pp. 348– 360). 

Tausczik, Y. R., & Pennebaker, J. W. (2010). The psychological meaning of words: LIWC and 
computerized text analysis methods. Journal of language and social psychology , 29 (1), 24–54. 

Thusoo, A., Sarma, J. S., Jain, N., Shao, Z., Chakka, P., Zhang, N., . . . Murthy, R. (2010). Hive-a 
petabyte scale data warehouse using hadoop. In Data engineering (icde), 2010 IEEE 26th international 
conference on (pp. 996–1005). 

https://github.com/twintproject
https://github.com/twintproject
http://json-ld.org/spec/latest/json-ld/


62 
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